
1 Introduction
Smooth surfaces in depth can be perceived in random-dot stereograms (RDSs) with
remarkably low texture densities (Julesz 1971). In fact, in his book on cyclopean per-
ception Julesz provides an example of an RDS depicting a square in depth which has
a dot density of only 5% but appears as a solid square surface floating above an equally
solid background (see also White 1962).(1) It is important to note that in such stimuli
the disparity-defined region appears as a continuous plane; the blank regions between
elements are assigned locations in depth consistent with the locations in depth of
neighbouring elements. It is this type of percept that we are concerned with in the
experiments reported here. Further, it is relevant to the design and interpretation of
our experiments that we distinguish this from other related phenomena.

Yang and Blake (1995) made an important and useful distinction between different
forms of depth interaction phenomena that they referred to as interpolation and propaga-
tion. Their definition of disparity interpolation is consistent with the above description.
However, Yang and Blake argue convincingly that there is a different, but related, form
of disparity interaction that would be more aptly named disparity propagation. They
include in this category disparity attraction and repulsion as reported by Westheimer
(1986) and Westheimer and Levi (1987). Disparity attraction/repulsion occurs when the
depth assigned to an element influences the perceived depth of a neighbouring element
(see also Stevenson et al 1991). Similarly, the compelling results reported by Mitchison
and McKee (1985) can be described as depth propagation. That is, they showed that
when the interelement spacing of a row of dots is less than 5 ^ 7 min of arc (and the
exposure duration less than 3 s) the end-points of the row determine the perceived
depth of the rest of the row. When the spacing is greater than 5 ^ 7 min of arc, the
perceived depth of the intervening elements shifts to a different plane. While it is true
that the propagation of disparity signals across intervening elements depends on element
spacing, disparity interpolation may occur in both test conditions. Another example
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(1) In Julesz's illustration the individual pixels are approximately 0.8 mm per side and the area of
the stereogram is 32.5 cm2.
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of disparity propagation is `disparity pooling' as described by Parker and Yang (1989).
Disparity pooling occurs when two random-dot planar surfaces are displayed in the same
region of the visual field and are separated by less than 0.5 min of arc in depth. Under
these conditions, observers report seeing a single thick plane, and the percept is consistent
with the proposal that the disparity information from the two planes is averaged by the
stereoscopic system. Again, this can be classified as a form of propagation, but in this
case does not necessarily involve disparity interpolation.

The class of phenomena that we refer to as interpolation involves a form of disparity
interaction where depth information is interpolated across the regions between the
texture elements that describe the surface. These intervening regions provide no explicit
disparity signals consistent with the interpolated surface, but may contain depth-
ambiguous texture (ie uncorrelated noise or monocular texture), binocular texture at a
fixed disparity, or nothing at all. Disparity interpolation can also occur when the inter-
vening regions contain binocular texture elements, but they do not form part of an
interpolated subjective surface. An example would be the impression of a transparent
subjective surface through which more distant binocular elements are seen.

Wu« rger and Landy (1989) embedded rectangular blank regions and interocularly
uncorrelated texture within a correlated textured field and assigned different dispar-
ities to the left and right edges of the ambiguous areas. They found that subjects tended
to see a curved surface interpolated between the two edges of the ambiguous region.
The strength of this interpolation depended strongly on the contrast of the background
and ambiguous areas, and on the frequency content of the ambiguous region. In other
experiments in which monocular depth-ambiguous textured regions were used to study
interpolation, Collett (1985) and Buckley et al (1989) have demonstrated that monocular
textures appear three-dimensional (3-D) when they are sandwiched between surfaces
that are viewed stereoscopically.

To date only Yang and Blake (1995) have studied disparity interpolation using
RDSs where the regions between binocular texture elements that create the impression
of a subjective surface contain binocular texture that is set to the plane of the screen.(2)

They assessed subjects' ability to interpolate surfaces across these regions in which
texture elements were located at a single depth plane (different from the inducing
elements), by varying the size of these regions. In this manner they measured the upper
disparity limit for disparity interpolation. It is worth noting that, by setting portions
of their stimuli to a different depth plane to create gaps, they in effect introduced a
second, competing surface. It is not obvious what effect this fact may have had on
the pattern of results; we will return to this issue in section 4.1. However, it is clear
from their data that subjects were able to interpolate surfaces using these transparent
stimuli, and from their data they estimated the upper limit for disparity interpolation
at near 15 min of arc.(3)

Finally, disparity interpolation occurs across blank regions that contain no texture
information. Good examples of experiments in which this type of stimulus was used
are those of Julesz (1971), Julesz and Frisby (1975), and Grimson (1981). In all cases,
the authors used sparsely textured random-element stereograms, and observed that the
disparity-defined region appeared as a solid surface owing to the fact that the blank
regions between elements were assigned a depth consistent with the depth of neigh-
bouring elements. The striking percept of depth from Kanizsa figures reported by
Ramachandran (1986), Carman and Welch (1992, 1993), Vreven and Welch (2001), and

(2)Wu« rger and Landy (1989) provide examples of interpolation of transparent depth-defined surfaces
in the presence of a zero-disparity textured plane.
(3) In a related study (Wilcox and Duke 2001) we showed that the upper limit for disparity interpola-
tion is scale-invariant. The results suggest that the upper limit will depend on the size of the texture
elements used to define the surface.
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Vreven et al (2002) also reflects disparity interpolation across blank image regions. In
these experiments, disparity was introduced in patterns similar to the familiar Kanizsa-
triangle patterns so that the illusory figure appeared as a surface floating above the
disks located at its corners. Here again, disparity signals are interpolated across sizeable
regions where there is no texture information.

In the experiments reported here sparsely textured stereoscopic patterns, with blank
regions between texture elements, are used to examine the spatial and temporal con-
straints on disparity interpolation. While we know that disparity interpolation for
simple surfaces can occur at extremely low texture densities, we do not know the nature
of the function relating disparity-interpolation performance to texture density for sparse-
textured patterns. Further, there is no information in the literature concerning the
temporal dynamics of disparity interpolation so we need to determine how interpolation
changes with exposure duration. Both of these factors (density and exposure duration)
have important implications for models of disparity interpolation, and more generally for
understanding how the human visual system uses stereoscopic information to represent
3-D surfaces.

One of the most challenging aspects of studying disparity interpolation is in defining
an adequate dependent variable. To this end, in experiment 1 we describe a novel task
to assess disparity interpolation that relies on the presence of illusory contours at
stereoscopic surface boundaries. In experiment 2 we employ a second task that involves
a shape-discrimination judgment similar in logic to those used in shape-from-stereopsis
(Johnston 1991) and structure-from-motion experiments (Sperling et al 1990). In both
studies we manipulated two variables: texture density and exposure duration. Comparison
of the results of experiments 1 and 2 deals with the appropriateness of shape-based
tasks for evaluating surface interpolation via stereopsis. Further, this comparison allows
us to examine the assumption that the two tasks assess the same process; if so they
should generate very similar patterns of results, in spite of large differences in stimuli
and task demands.

2 Experiment 1
2.1 Methods
2.1.1 Subjects. Two well-practised observers participated in each of the experiments
reported here. The participants were in their 20s, with corrected-to-normal vision and
good stereopsis. Subjects received payment for their participation, and were unaware
of the purpose of the study.

2.1.2 Apparatus. A PC computer with a Cambridge Research Systems (VSG2/3) graphics
card was used to generate the stimuli, which were displayed on an NEC XP17 monitor
(14 deg617 deg at 1 m) with a refresh rate of 160 Hz. Stereoscopic depth was achieved
by using `Display Tech' liquid-crystal shutters mounted in optical frames. The left-eye
and right-eye images were presented on alternate frames at 80 Hz per eye. The mean
luminance of the display, set at a uniform pixel value of 127, and viewed through the
liquid-crystal shutters, was approximately 10 cd mÿ2.

2.1.3 Stimulus. Disparity-defined surfaces in depth (see figure 1) were created by system-
atically varying the position in depth of randomly positioned texture elements. There
were constraints on positioning texture elements; for example, they were not permitted
to overlap, to lie directly on the boundary between surfaces, or to lie outside the edges
of the visible display area.

The individual texture elements consisted of two orthogonally oriented 3 cycles
degÿ1 sine-waves summed and windowed with a Gaussian envelope (s � 5:4 min of arc,
approximate diameter � 16 min of arc) to create a miniature plaid patch. The Gaussian
envelope was used to permit subpixel displacement of each texture element; the exact
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frequency composition of the texture elements was not of concern, as the goal was simply
to create small patterned (grey-scale) elements that could then be used to define the
surface in depth. The background of the display was maintained at a pixel value of 127
(light grey) throughout. We obtained identical results in subsequent experiments using
uniform Gaussians as elements.

The position of the texture elements in depth was consistent with the percept of a
horizontally oriented sinusoidally modulated surface interrupted by a vertical strip of
elements at the plane of the screen that corresponded to the fixation plane (figure 1).
The modulated surface varied symmetrically about the fixation plane, and one full cycle
of the sinusoid was visible, with a peak or trough at the vertical centre of the screen.
The spatial frequency of the modulated pattern was 0.07 cycle degÿ1 which is well below
the upper depth limit of 4 cycles degÿ1 reported by Tyler (1974) for sinusoidally modulated
stimuli. On a typical trial, the zero-to-peak amplitude ranged from approximately 1.2
to 5.97 min of arc. The zero-disparity strip ranged from 1.2 to 4.8 deg wide and its
horizontal position varied randomly from trial to trial. The only constraint on the hori-
zontal position was that there had to be a minimum of 32 min of arc (the width of
two elements) between the zero-disparity strip and the edge of the display. A black bar
(0.15 deg61.5 deg) was placed on the zero-disparity strip and positioned at the midpoint
in the vertical direction.

In addition to the stimulus amplitude, two primary aspects of the stimuli described
above were manipulated in experiment 1: texture density (part 1) and exposure duration
(part 2). Density refers to the proportion of the screen area covered by texture elements
and ranged from 0.03 to 0.85. In part 1 exposure duration was fixed at 500 ms while
in part 2 duration ranged from 50 to 1000 ms. In part 2 of experiment 1 we wished
to limit exposure duration as effectively as possible so we introduced a post-stimulus
mask that immediately followed the test pattern and remained on the screen for 50 ms.
The mask stimulus consisted of a field of texture elements, identical to those used to
define the test stimulus, and with the same density (40%), but displaced randomly in
depth so no surface was apparent. The maximum displacement of the mask elements
in depth was equal to the peak amplitude of the modulated surface on that trial.

The zero-disparity strip c̀ut through' the modulated surface, and tended to create
illusory boundaries along its edges. We refer to the boundaries as illusory because for
large sections of the strip there were no texture elements lying along the edges, but
the boundary appeared to be continuous over the full height of the display. Further,
because each individual element was generated within a `window' at least 3 times the
standard deviation of the Gaussian envelope of the patch, the transition between
the two surfaces always occurred within an untextured region. The existence of such
illusory edges at the intersection of stereoscopic surfaces has been noted in the past by
several investigators, including White (1962), Julesz and Frisby (1975), and Marr and
Poggio (1976). However, the formation of depth discontinuities at the edges of surfaces
is used here as a tool to assess the strength of stereoscopic surface interpolation. It is
important to note that owing to the sparse nature of the texture, and the quasi-random

Figure 1. A schematic of the stimulus used in
the bisection task (note the absence of texture
elements). The subjects viewed one cycle of a
horizontally oriented, sinusoidally modulated
surface defined by the displacement of texture
elements in depth.Within this region there was
a vertical strip of zero-disparity elements of
variable width and horizontal location. Though
not evident here, in experiment 1 a full cycle
of the sinusoidal modulation was visible.
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placement of texture elements, observers must interpolate depth information to perceive
these surface discontinuities consistently across trials and conditions. That is, without
surface interpolation the percept of the shape of the zero-disparity strip would vary
unpredictably from trial to trial as the gaps between texture elements change.(4) To help
validate this paradigm, in experiment 2 we assess stereoscopic interpolation using an
entirely different stimulus that does not rely on the formation of illusory boundaries.

2.1.4 Task. In preliminary experiments we found that the salience of the interpolated
surfaces improved as we increased the amplitude of the modulated surface (over a
limited range). Because of this, we chose to manipulate the modulated surface ampli-
tude and assess subjects' ability to bisect the resultant surface discontinuities. Therefore,
within a trial we varied the amplitude of the modulated surface using the method of
constant stimuli (see below). Subjects were asked to make a bisection judgmentöthat
is, to indicate whether the bar was to the left or right of the centre of the zero-disparity
strip. In addition to the amplitude of the modulated surface, several stimulus attributes
varied quasi-randomly on every trial: the phase of the modulated surface (08 or 1808),
the width of the zero-disparity strip, and the horizontal location of the strip. The
horizontal location of the bar was selected quasi-randomly from a set of 11 positions
(�5:37 min of arc) centred at the midpoint of the strip.

2.1.5 Experimental design. The method of constant stimuli was used to assess disparity
interpolation. In a single run, 11 surface amplitudes were presented in random order
20 times apiece. The data were fit by using an error function (cumulative normal),
erf�x), of the form:

P(x) � A

2
1� erf

xÿ B������
2C
p

� �� �
, (1)

where A is the number of presentations per stimulus condition, B is the offset of
the function relative to zero, and C is the standard deviation of the error-function
model. This standard deviation parameter is our measure of localisation performance:
it increases as performance deteriorates. Each datum represents the average of three
such estimates (660 observations per datum) from which the standard error of the
mean was estimated. Testing took place over a period of several weeks, the data for a
given condition (eg exposure duration � 100 ms) were always collected in the same
session, but the order of conditions tested was randomised.

2.2 Results and discussion
Figure 2 depicts the dependence of bisection thresholds on texture density for two
subjects. Note that the two sets of data are quite similar with very little systematic
change in bisection performance as a function of texture density over a large range of
densities (0.20 to 0.85). At densities below approximately 0.20, there is an abrupt decline
in performance.

Figure 3 shows the dependence of bisection thresholds on exposure duration for
two subjects at a fixed texture density of 0.4. The results are very similar for the two
subjects with a sudden decrease in performance near 50 ^ 100 ms, but no systematic
change at longer exposure durations.

Additional exposure-duration data were collected from one subject (BB) who was
tested as described above, but at a range of texture densities (0.05 to 0.60). These results
replicate those presented in figure 4 and show that the point at which performance
declines does not vary with texture density.

(4)We have no empirical evidence that surface interpolation occurs in regions other than those that
define the surface boundaries. However, our observers did report seeing smoothly varying surfaces
in depth throughout the display.
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The data shown in figures 2, 3, and 4 suggest that disparity interpolation may be
considered an all-or-nothing process. That is, once a minimum amount of texture or
viewing time is provided, thresholds drop to a constant level suddenly; there is no
evidence here of a gradual improvement in performance as a function of either texture
density or exposure duration. While this sudden improvement is evident in the shape
of the functions in the three preceding figures, it is highlighted when one considers
that, in most cases, at densities of 0.05 the psychometric functions are well fit by the
cumulative Gaussian function, and provide consistent threshold estimates, as evidenced
by the small standard error bars. However, at densities of 0.03, the psychometric func-
tions tend to lose their sigmoidal shape, the quality of the fit declines, and the standard
error of the mean increases substantially. The abruptness of this transition is under-
scored when one considers that the relative change in information content between the
two lowest densities (0.03 and 0.05) represents a factor of only 1.6 (this ratio is a factor
of 2 in the exposure-duration condition) while the ratio between the point at which
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Figure 2. The disparity interpolation results as
a function of texture density for two subjects
using the bisection task. The abscissa represents
the proportion of surface area that was covered
by texture elements and standard error bars
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performance begins to plateau and the highest density (0.05 to 0.85) represents an
increase of a factor of 17 (a factor of 20 in the exposure-duration condition).

The decrement in performance in the exposure-duration study at short exposure
times (shown in figures 3 and 4) could be due to either an inability to interpolate
surfaces or an inability to interpret disparity as depth (consequently impairing depth
interpolation) at such short durations. We would expect that, if performance was limited
by the speed at which interpolation can `spread' between elements, we would have found
that thresholds increased at shorter viewing times for dense compared with sparse
textures in the data presented in figure 4. Instead, the point at which interpolation fails
is constant across texture densities ranging from 0.05 to 0.60. This pattern of results
suggests that the limiting factor is the ability to interpret disparity as depth, and not
the speed of interpolation per se. This interpretation is consistent with a recent paper by
Harwerth et al (2003), who argue that there is a temporal integration period for the
extraction of disparity energy, beyond which stimulus attributes such as contrast do not
influence performance. Their analysis incorporates only temporal summation; however,
it may also be applicable to spatial properties. We will return to this issue in section 4.

An alternative interpretation of the shape of the functions depicted in figures 2, 3,
and 4 is that the bisection task is so difficult that it limits performance at all texture
densities. To show that this is not the case we can compare performance on the identi-
cal task presented in 2-D and 3-D (see Wilcox and Duke 2001). The 3-D stimulus was
identical to that used here except that Gaussian elements were used to define the
subjective surface. In the 2-D case, two vertical lines defined the region to be bisected
by the bar. The identical series of strip widths and locations were used in the two
conditions, and testing at a range of texture densities was performed with an exposure
duration of 3 s, and three naive subjects. If performance is limited by the bisection
task alone, then thresholds in the 2-D condition for densities ranging from 0.2 to 0.8
density should be the same as those in the 3-D condition. We found that thresholds
for this range of texture densities were a factor of 1.5 times lower in the 2-D version of
the experiment. Therefore, the pattern of results reported here is not simply due to the
difficulty of the bisection task.

3 Experiment 2
3.1 Introduction
In experiment 1 we used a novel bisection task that relied on interpolation of depth
information to form illusory boundaries. In experiment 2 we use a different stimulus
and methodology in an effort to replicate the temporal and spatial pattern of results.
Such a replication would verify that the temporal and spatial properties identified in
our first experiment reflect fundamental properties of the interpolation process.

3.2 Methods
3.2.1 Subjects and apparatus. Two well-practised observers participated in each of the
conditions reported below. The participants were in their 20s, with corrected-to-normal
vision and good stereopsis. Subjects received payment for their participation, and were
unaware of the purpose of the study. The apparatus was identical to that described in
the first experiment.

3.2.2 Stimulus. As in experiment 1, stimuli consistent with disparity-defined surfaces
in depth were created by systematically varying the position in depth of randomly posi-
tioned texture elements. The individual texture elements were identical to those described
in the preceding study; however, in experiment 2 the position of the texture elements in
depth was consistent with the percept of a fold in depth (see figure 5). In part 1 (density)
and part 2 (exposure duration) of this study we used folds with crossed disparity, but
we verified that there is no critical effect of disparity direction by replicating part 1

Surface interpolation 1331



using uncrossed disparity. On each trial, the relative slant of the top or bottom portion
of the fold was varied. One of the surfaces was always assigned a slant of 228
(08 � frontoparallel) while the other was assigned one of a set of 11 test slants.
Typically the surface slant ranged from �308 with test slants at equal intervals in both
directions about 228. The maximum disparity of the peak of the fold was constant
and similar to the maximum amplitude used in the bisection experiment (7.2 min of arc).

We found in pilot studies that a potential source of information about the relative
slopes of the two sides of the stimulus was the distance from the edge of the display
to the base of the fold. To eliminate this cue we introduced a variable width zero-
disparity mask at the top and bottom of the display that always hid the bottom edge
of the surfaces. Because the width of these strips varied quasi-randomly from trial to
trial it was not possible to use them as a clue to the relative slants of the two surfaces.

3.2.3 Task and design. As in experiment 1 the method of constant stimuli was used.
In a single run (lasting approximately 15 min) the 11 surface slants were presented in
random order 20 times apiece and the subject was asked to indicate which surface
had the steeper slope. Note that the test slant could equally likely form the top or
bottom surface of the fold. Each condition was tested three times. As described in
experiment 1, the resulting psychometric functions were fit with an error function [see
equation (1)], the standard deviation parameter was estimated, and the estimates from
three trials averaged to provide a mean and standard error. Again, in part 1 texture
density was varied from 0.03 to 0.85, with test order determined quasi-randomly for
each subject, and in part 2 density was held constant at 0.40 while exposure duration
was varied from 50 to 1000 ms. The test protocol was the same as that described in
experiment 1, with a 50 ms mask presented in the exposure-duration study.

3.3 Results and discussion
Figure 6 shows the dependence of slant discrimination on texture density for two
subjects. The two sets of data are quite similar with very little systematic change in
performance as a function of density over a large range of densities (0.10 to 0.85).
There is a sudden increase in error at densities below approximately 0.10.

As mentioned above, we replicated this condition using uncrossed disparities to ensure
that this pattern of results is not particular to the direction of the displacement in depth.
Figure 7 shows that the same general pattern of results is obtained with uncrossed
disparities for both subjects, although there are individual differences in performance
at high texture densities. That is, one subject (AM) has higher thresholds for crossed
disparities while the other subject (LC) has higher thresholds for uncrossed disparities.

Figure 8 depicts slant-discrimination performance as a function of exposure dura-
tion for two subjects. Performance remains unchanged for both subjects with exposure
durations ranging from 100 to 1000 ms, but below 100 ms there is a sharp increase in
thresholds.

Variable width
edge masks

Figure 5. A schematic of the stimulus used in the shape-discrimination task. On each trial subjects
indicated whether the top or bottom surface had the steeper slant. In this experiment the fold
was always presented with crossed disparity.

1332 L M Wilcox, P A Duke



75

60

45

30

15

0

S
la
n
t
th
re
sh
o
ld
=
8

AM
LC

0 0.2 0.4 0.6 0.8 1
Density

Figure 6. Disparity interpolation results as a
function of texture density for two subjects
using the shape-discrimination task. The abscissa
represents the proportion of surface area that
was covered by texture elements and standard
error bars indicate �1 SEM.

Uncrossed
Crossed

AM LC
75

60

45

30

15

0

S
la
n
t
th
re
sh
o
ld
=
8

0 0.1 0.2 0.3 0.4 0.5 0 0.1 0.2 0.3 0.4 0.5
Density Density

Figure 7. Performance on the shape-discrimination task as a function of density with folds projecting
in the crossed versus uncrossed directions for two subjects.

90

75

60

45

30

15

0
0 200 400 600 800 1000

Density

BB
LC

T
h
re
sh
o
ld

sl
a
n
t=
8

Figure 8. Disparity interpolation results as a
function of exposure duration for two subjects
using the shape-discrimination task. Error bars
indicate �1 SEM.

Surface interpolation 1333



The results of experiment 2, like those of experiment 1, show that disparity interpola-
tion is extremely robust. Discrimination thresholds are unaffected by reduced texture
density and exposure duration over a large range, and the transition from performing
optimally and barely being able to do the task occurs over a relatively small range of
densities and/or exposure durations. Again, the dependence on exposure duration is
similar in form to the temporal data of Harwerth et al (2003), suggesting that the limiting
factor is the extraction of disparity energy, and, once this is done, there are no further
improvements in performance as a function of exposure time or texture density.

To compare the results of experiments 1 and 2, figures 6, 7 (density), and 8 (duration)
should be contrasted with figures 2 (density), 3, and 4 (duration), respectively. The overall
pattern of results is remarkably consistent across subjects and tasks, lending support to our
assumption that the tasks used in experiments 1 and 2 both assess disparity interpolation.

4 General discussion
The most notable feature of the results of the experiments described here is that the
transition from performing at one's best to not being able to do the task at all is abrupt,
for both spatial and temporal variables. Further, when texture density was manipulated,
increasing the density from 0.10 to 0.85 produced no systematic improvement in perform-
ance for either task. Similarly, when we varied exposure duration, there was no change
in performance when duration was increased over a twenty-fold range (50 ^ 1000 ms).
The data are remarkably consistent across subjects and tasks; this consistency strongly
suggests that the two tasks are assessing the same thing, namely disparity interpolation.
The consistency of the results also suggests that the all-or-none nature of the results
reflects a general property of disparity interpolation. Further, this similarity suggests that
shape-based tasks, which are widely used to study structure from motion (see Sperling
et al 1990), are also appropriate for stereoscopic surface interpolation.

4.1 Texture density
As mentioned in section 1,Yang and Blake (1995) used dense random-dot stereograms to
evaluate the robustness of disparity interpolation as a function of the percentage of dots
missing from a surface. Their stimuli consisted of two parallel, horizontal strips with
Gaussian profiles in depth; the reference strip was not sampled and therefore always
appeared to be a continuous surface. The test strip had varying amounts of texture set
to zero disparity, and the subjects' task was to make a Vernier alignment using the peaks
of the two surfaces. While it is difficult to make exact comparisons between our experi-
ments and those of Yang and Blake, there is a qualitative feature of the data that is
strikingly similar. That is, they report that over a large range of gap sizes there is no
effect of decreasing gap size (thereby increasing texture information) on their alignment
task, and when interpolation fails, it does so abruptly. The most important difference
between our stimuli and those of Yang and Blake is the means by which they manipulated
the amount of texture defining their surfaces. To introduce gaps in the random-dot
strip, they fixed a percentage of the elements at zero disparity. The percept of this stimulus
is that of two overlapping surfaces: one fixed at zero disparity, and the other a semi-
transparent surface with a Gaussian profile in depth. By comparison, in our experiments
there was never more than one surface defined at a single location, so the surfaces
always appeared to be opaque. The qualitative similarity of our results in spite of this
difference suggests that the presence of the additional disparity-defined surface did not
interfere with disparity interpolation in Yang and Blake's study. Although further exper-
imentation is required, the preceding comparison raises the interesting possibility that the
surface-interpolation process is equally effective for transparent and opaque surfaces.

In a series of experiments designed to assess the efficiency of stereoscopic edge
detection in RDSs, Harris and Parker (1992, 1994a, 1994b, 1995) varied the density of
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the random-dot texture and measured edge-discrimination thresholds. In the majority
of their experiments they added depth jitter to their stimuli, so their results probably do
not reflect the operation of stereoscopic interpolation. However, they do report (Harris
and Parker 1994a; see figure 4) that, when depth jitter was set to zero, efficiency was
markedly higher, particularly at low texture densities where efficiencies were close to
100%, than for the same stimulus with depth-noise added. This enhancement may
reflect the use of additional interpolation information, though this remains to be tested.

4.2 Exposure duration
To our knowledge, there have been no previous attempts to determine the effects of
varying exposure duration on disparity interpolation per se. However, some aspects
of our data are consistent with experiments reported by Julesz (1964, 1965) in which he
measured temporal thresholds for identifying the direction of a depth displacement in
simple random-dot stereograms. Julesz did not specifically assess interpolation; that
is, surface interpolation was not necessary, as his task could have been performed by
using the position in depth of two isolated elements in the display. However, he did
report that the minimum amount of time required to detect depth in a stereogram
consisting of only two planes was 50 ms. Although very different stimuli and procedures
were used, his temporal threshold is similar to those reported in experiments 1 and 2.
Julesz (1971) comments on the fact that increased temporal thresholds are usually found
for more complex stimuli, and this effect is somewhat (but not totally) offset by familiarity
with the stimulus. There has been some debate in the literature regarding Julesz's
observations. Evidence has since been provided suggesting that the increase in response
latency for complex stereograms can be attributable to increased demands of learning
(Frisby and Clatworthy 1975), texture properties (Bradshaw et al 1995), and individual
biases towards different sources of information (Stone et al 2000).

Comparison of the temporal thresholds reported in experiments 1 and 2 shows that
they appear to be virtually identical (about 100 ^ 150 ms), in spite of substantial differences
between the two types of tasks. Since the stimuli used in our bisection task required that
more complex surfaces be interpolated than was the case in the shape-discrimination
task, our results do not support a strict linking of complexity with increased temporal
thresholds, as proposed by Julesz (1964, 1965). Also, the individual-biases account (Stone
et al 2000) might be expected to produce more variability between subjects (within and
across experiments) than we see here. Instead, the similarity of the temporal thresholds
we obtained using very different stimuli may be due to their familiarity (all observers
were well practised), or the similarity of the textures used to define them.

The resilience of disparity interpolation in the face of reduced viewing time is
reminiscent of results reported by Westheimer (1986). As noted in section 1, Westheimer
was concerned with propagation phenomena, where the presence of neighbouring
elements influences the perceived depth of other items in a simple display. That is,
Westheimer found that there was virtually no change in the amount of attraction/
repulsion between isolated line segments as exposure duration was reduced from 1 s to
50 ms. If it is assumed that these phenomena (propagation and interpolation) are
related, it seems that the interaction between depth estimates at neighbouring locations
is very robust to reductions in exposure duration. The same is not necessarily true of
the ability to interpret depth from disparity information. We suggested in experiment 1
that subjects' performance was degraded at short durations because of a failure in the
processing of depth signals. Westheimer points out that, for the same stimuli as those
used in his attraction/repulsion experiments, a reduction in exposure duration from 1 s
to 50 ms results in a doubling of stereo-acuity thresholds. That is, although thresholds
for detecting depth are increased markedly by decreasing viewing time, the interaction
between (suprathreshold) depth signals is not.
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Our exposure-duration results are strikingly similar to recent work by Harwerth
et al (2003) who demonstrated that, for both humans and monkeys, temporal integra-
tion occurred at durations up to 100 ms, but at longer durations there was no further
improvement in performance. Importantly, this pattern of results was consistent across
changes in stimulus parameters, such as stimulus contrast, suggesting that the summa-
tion range (up to 100 ms) reflects the amount of time required to extract the binocular
disparity from the stereogram. Our results show the same pattern in spite of the
fact that we used a very different stimulus and task, again supporting our claim (and
theirs) that this pattern reflects a fundamental property of the stereoscopic system.
Although Harweth et al did not vary texture density in their random-dot stimuli, it
may be possible to extend a summation model to our density results as well. That is,
the dependence on texture density is consistent with summation of disparity energy
from texture elements up to a sufficient signal (ie texture density). At densities beyond
this critical amount there is no improvement in either depth interpolation or, likewise,
performance on the task. A major difference between the application of such summation
models to exposure duration versus texture density is the fact that it would be difficult to
compare critical densities across stimuli. In contrast to temporal summation, the critical
density required to define a surface will necessarily depend upon the complexity of that
stimulus (ie the minimum number of points required to define depth discontinuities)
and the judgment required. In sum, Harwerth et al have shown convincing evidence
that the interpretation of disparity as depth has a short integration period (100 ms),
and as such may be described as an `all-or-none' process. Our results for our inter-
polation task are very similar in form to those of Harwerth and colleagues who used a
depth-detection task. In this way, interpolation, which depends fundamentally on the
interpretation of disparity as depth, can also be described as an `all-or-none' process.

It is clear from the relationship between exposure-duration and disparity-interpolation
performance reported here, that disparity interpolation does not require `high-level'
cognitive processing. Beyond this, we are not able to pinpoint the site of disparity
interpolation, since the thresholds reported here are in line with estimates of response
latencies of neurons as far along in the processing hierarchy as the inferotemporal
cortex (Schmolesky et al 1998). However, additional information regarding the potential
cortical site of disparity interpolation can be gleaned from recent electrophysiological
studies.

4.3 Neural basis of disparity interpolation
There have been two recent efforts to identify the neural substrate for perception of
depth-defined surfaces. Qiu et al (2001) used various forms of `roof' stimuli presented
either as random-dot stereograms or solid luminance-defined regions to assess dispar-
ity processing in primates. They reported a significant number of units that were tuned
to the direction of the depth offset in these roof patterns, irrespective of the height of
the peak. Further, many of the cells that responded to the roof pattern did not respond
to a step edge located in the same position of the visual field with the same relative
disparity. It is clear from their work that neurons in area V2 are coding more than the
absolute disparity of two points on the retina; at the very least, these cells must be able to
encode disparity-gradient information.

Janssen et al (2000a, 2000b, 2003) have also reported the existence of neurons
sensitive to disparity-defined surfaces, but in a subarea of inferotemporal cortex (the
rostral lower bank of the superior temporal sulcus or TEs). Janssen and his colleagues
used a large range of stimuli including 2-D versions of the same shape (without shad-
ing), solid luminance-defined shapes, and shape boundaries alone. They were careful
to ensure that the cells were not simply coding the relative disparity of the peak of the
surface and the fixation plane. A large subset of the cells identified by Janssen and his
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colleagues was selective for the direction of curvature in depth, and did not respond
to linear gradients of disparity that were equated for the range of depth. The physio-
logical work of Janssen et al (2000a, 2000b) has some interesting parallels with the
work presented here. For instance, they report that a subset of their neurons in TEs
showed a significant response signaling the difference between a planar and a curved
surface within 100 ms of stimulus onset. Also, they found that the receptive fields for
these 3-D shape-sensitive neurons are quite large (4.6 deg centred at the fovea), with
selectivity for curvature remaining significant at 2.3 deg eccentricity (tested at four
cardinal directions). The spatial extent of these receptive fields could account for the
marked resilience to reductions in texture density that we have observed.

One means of reconciling these two sets of data is to postulate that disparity inter-
polation is a hierarchical process. The extraction of disparity gradients may occur as
early as area V2 (Qiu et al 2001), but surface interpolation like that studied here is
accomplished at subsequent stages, such as area TEs as proposed by Janssen et al
(2000a, 2000b). Indeed Janssen and his colleagues (2000b) have demonstrated that
the 3-D shape neurons that they have identified do not simply respond to disparity
gradients. Instead these neurons code both higher-order disparity curvature and depth
discontinuities. Further, the selectivity of these neurons is maintained in spite of
changes of location and size. The hierarchical nature of the interpolation process is
supported by the fact that while V1 neurons respond selectively to anticorrelated RDSs
(Cumming and Parker 1997), neurons in area TEs show no such activation (Janssen
et al 2003). These two studies show that, at the very least, activity beyond area V1 is
required to promote reliable depth percepts, and that this processing occurs either
within TEs or at some intermediate site.

In summary, we have used a novel stimulus and task to assess disparity interpola-
tion and shown that the dependence on texture density and exposure duration has a
characteristic `all-or-none' form. The generality of these data is supported by the similarity
of the results obtained in a markedly different task. Further, the resilience of surface
interpolation to degraded texture information and reduced exposure duration provides
indirect support for the view that one of the primary objectives of the stereoscopic system
is to identify and interpret surfaces in the environment. According to recent work by
Glennerster et al (2002), Glennerster and McKee (2004), and Petrov and Glennerster
(2004), stereoscopic surfaces are used as local reference frames, which in turn provide a
basis for relative depth judgments. A system of this type would benefit from the qualities
of stereoscopic interpolation (ie speed and efficiency) that we have reported here.
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